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Abstract

Smart contracts serve as the immutable infrastructure for Web 3.0,
autonomously managing digital assets without intermediaries. How-
ever, a single logic error can lead to irreversible financial catastro-
phe. While coverage-guided fuzzing has emerged as the dominant
technique for automated vulnerability detection, existing tools suf-
fer from a semantic gap: they struggle to generate the complex,
structured inputs required by complex code logic and lack the inter-
procedural view necessary to resolve cross-contract state depen-
dencies. In this paper, we propose a novel analysis framework that
augments existing fuzzers with an autonomous Large Language
Model (LLM) agent. The design principle is that our framework op-
erates as a parallel analysis engine, preserving the high throughput of
traditional fuzzing while injecting semantic guidance at critical deci-
sion points. The architecture comprises three coupled components: a
Context Analyzer that statically infers inter-contract constraints; an
Input Synthesizer that leverages LLMs to compose executable tools
for generating structure-compliant seeds; and a Feedback Handler
that dynamically analyzes runtime execution failures to construct
prerequisite call sequences. We evaluate our framework on real-
world DeFi protocols. The results demonstrate that this approach
effectively bridges the semantic gap, enabling standard fuzzers to
penetrate complex guard checks and uncover deep vulnerabilities
that were previously unreachable.

CCS Concepts

* Software and its engineering — Software testing and debug-
ging; * Security and privacy — Software security engineering; ¢
Computing methodologies — Natural language processing.
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1 Introduction

Smart contracts serve as the immutable infrastructure for Web 3.0,
autonomously managing billions of dollars in digital assets without
intermediaries. However, this autonomy comes at a steep cost: a
single logic error or overlooked state dependency can lead to irre-
versible financial catastrophe. Regrettably, the exploitation of these
vulnerabilities has become a pervasive and highly profitable indus-
try. In 2025, cryptocurrency losses have surpassed $3.4 billion [30].
The security landscape has effectively become an arms race; while
developers race to patch code, malicious actors are continuously
developing more sophisticated vectors to drain protocol liquidity.

Fuzzing has emerged as the most effective automated defense in
this arena. Tools like ItyFuzz [28] and varying coverage-guided en-
gines operate by generating high volumes of random inputs to trigger
abnormal behaviors. These mainstream fuzzers excel at detecting
shallow crashes and standard revert conditions, using dataflow way-
points or symbolic hints to maximize code coverage.

Standing from the perspective of modern DeFi exploitability, how-
ever, there is significant room for improvement in existing fuzzing
approaches. First, they face a semantic gap when confronting com-
plex input structures. Many high-value vulnerabilities are guarded by
nested structs, dynamic arrays, or specific business-logic constraints
that random bit-level mutation is statistically unlikely to satisfy. For
instance, the 2024 Hedgey Finance exploit [10] hinged on a missing
validation within a complex struct—a vulnerability that requires
syntactically precise inputs rather than random byte streams.

Second, current tools struggle with cross-contract state dependen-
cies. In composable DeFi ecosystems, a vulnerability often manifests
only when the blockchain is in a specific global state, which may
depend on a precise sequence of prior transactions across different
contracts. As seen in protocols like Balancer [4], standard fuzzers
lack the inter-procedural view required to sequence the necessary
prerequisite calls (e.g., flash loans or pool initializations) to reach
the vulnerable state.

To address these limitations, we propose a novel LLM-agent-
based analysis framework that operates as an intelligent “sidecar”
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alongside existing coverage-guided fuzzers. Unlike hybrid approaches
that attempt to replace the mutation engine entirely, our methodology

preserves the high throughput of traditional fuzzing while injecting

semantic intelligence at critical decision points. Our framework uti-
lizes Large Language Models (LLMs) to bridge the semantic gap,

extracting implicit business logic from source code and runtime

traces to construct machine-actionable artifacts—specifically struc-
tured seeds and prerequisite call sequences—that enable the fuzzer

to penetrate complex logic.

The framework comprises three tightly coupled components that
operate in concert. The Context Analyzer statically identifies inter-
contract call sites and infers the constraints required to trigger cross-
contract interactions prior to fuzzing. The Input Synthesizer then
generates structured, constraint-compliant inputs via an intermediate
tool-curation layer, in which the agent composes input generators
rather than directly emitting raw test cases. Finally, the Feedback
Handler monitors execution failures at runtime to detect missing
state preconditions and synthesizes transaction sequences that satisfy
these dependencies.

This paper makes the following contributions:

e We introduce a sidecar agent architecture that seamlessly inte-
grates semantic reasoning with coverage-guided fuzzing without
modifying the core mutation loop.

e We propose a semantics-aware input synthesis technique that lever-
ages LLMs to generate executable tools for creating structured
inputs, significantly improving the pass rate of complex guard
checks.

e We design a feedback-driven scheduling mechanism that dynami-
cally infers and constructs prerequisite call sequences to resolve
state dependencies.

e We evaluate our framework on real-world DeFi protocols, demon-
strating its ability to uncover deep vulnerabilities in scenarios
where standard fuzzers fail.

We position the current implementation as an initial step toward
a broader agent-centric architecture. At present, the framework op-
erates as a sidecar that augments existing fuzzers; in the longer
term, we envision the agent as the primary orchestrator, using the
fuzzing engine as a specialized validation component. Accordingly,
our evaluation provides an initial validation of this hybrid approach
on selected protocols, with large-scale benchmarking left to future
work.

2 Background and Related Work

2.1 Smart Contract Fuzzing

Fuzzing has emerged as the dominant technique for detecting vulner-
abilities in smart contracts, evolving from simple random testing to
sophisticated feedback-driven mechanisms. Early approaches, such
as ContractFuzzer [15], employed random input generation based
on ABI specifications. While effective for shallow bugs, these black-
box methods struggle to penetrate deep execution paths guarded by
complex conditions. To improve coverage, grey-box fuzzers like
sFuzz [3] and Harvey [36] introduced coverage-guided mutation
strategies, prioritizing inputs that exercise new code blocks. More
advanced techniques have integrated symbolic execution or con-
straint solving to bypass specific path guards [41]; for instance,
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Confuzzius [31] combines evolutionary fuzzing with constraint solv-
ing to satisfy branch conditions, while tools like Echidna [9] rely
on property-based testing with developer-defined invariants. Recent
work has also explored learning-based approaches. ILF [11] utilizes
imitation learning models trained on transaction traces to generate
realistic call sequences, and ItyFuzz [28] leverages snapshot-based
fuzzing to quickly explore state spaces.

More recently, research has pivoted towards exploit-oriented and
dependency(state)-aware fuzzing [18, 19, 42]. As a representative
example, VERITE [16] extends the ItyFuzz paradigm by explicitly
modeling “profitable” vulnerability patterns, outperforming prior
baselines in generating high-value exploits.

Despite these advancements, existing fuzzers operate primarily
at the syntactic or trace level. They lack a deep semantic under-
standing of the underlying logic governing the contract. Conse-
quently, they falter when facing semantic barriers—such as complex
structural inputs (Section 3.1) or cross-contract composability (Sec-
tion 3.2)—where valid inputs cannot be derived solely from ABI
types or control-flow feedback. Our framework addresses this by
introducing an LLM agent to inject semantic reasoning into the
fuzzing loop.

2.2 LLM for Software Testing and Fuzzing

The reasoning capabilities of Large Language Models (LLMs) have
catalyzed a new wave of research in automated software testing.
In the domain of unit testing, approaches like TestPilot [26] and
CodaMosa [17] leverage LLMs to generate high-coverage test cases
for general-purpose languages (e.g., Python, Java) by iteratively
refining failed tests. In the specific context of fuzzing, recent works
such as TitanFuzz [5] and Fuzz4All [37] utilize LLMs to generate
diverse input programs or API sequences, demonstrating superior
performance in fuzzing deep learning libraries and compilers where
input grammars are complex. Within the smart contract domain,
LLM:s have primarily been applied to static auditing and vulnerability
detection. Tools such as GPTLens [14] and LLM4Vuln [29] use
LLMs to identify potential vulnerabilities by analyzing source code
patterns. A few recent works attempt to aid dynamic testing; for
example, Smartlnv [34] uses LLMs to synthesize invariants for
property-based testers.

Existing LLM-based testing approaches typically function as
static generators (creating initial seeds) or standalone oracles (de-
tecting bugs). They rarely interface dynamically with the fuzzer’s
runtime execution. Our approach differs by designing the LLM as
an autonomous agent that operates alongside the fuzzer. Unlike
static seed generation, our agent actively monitors runtime feedback
(e.g., revert reasons, events) and operationalizes implicit semantics
into executable artifacts, enabling the fuzzer to adaptively navigate
complex state dependencies that static analysis cannot resolve.

3 Motivating Example

While conventional fuzzers can effectively generate syntactically
correct inputs based on ABI specifications, they often fail to satisfy
the implicit semantic constraints embedded within DeFi business
logic. As aresult, fuzzers frequently trigger early-stage guard checks,
preventing the exploration of deeper contract states.
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We illustrate these challenges through two real-world scenarios
that defy standard input generation strategies:

o Hedgey Finance [13] demonstrates the difficulty of complex struc-
tured inputs, where execution depends on deep, state-dependent
constraints and dynamic types.

o Balancer [1] illustrates the challenge of cross-contract compos-
ability, where parameters are composite encodings that dictate
control flow across contract boundaries.

3.1 Hedgey Finance: Complex Inputs

Hedgey Finance is a token infrastructure protocol designed to fa-
cilitate on-chain vesting schedules and distribution campaigns for
DAOs. In April 2024, the protocol suffered a critical exploit re-
sulting in a loss of approximately $44.7 million [10], highlighting
the severe consequences of logical vulnerabilities. We examine the
claimTokens function in the the Claim contract to illustrate a
critical bottleneck in current fuzzing techniques: the necessity of
complex input construction.

When testing this function, traditional fuzzing approaches face
three major challenges.

First, the function accepts a dynamic-typed input. The required
proof parameter is typed as a dynamic array (bytes32[]) and
semantically represents a cryptographic Merkle path [20]. Conven-
tional fuzzers treat this parameter as an unstructured byte container
and, therefore, fail to synthesize the specific hash chain required
to satisty the verification check. Lacking semantic awareness of
the underlying cryptographic structure, random mutation yields a
negligible probability of generating a valid proof.

Second, the function involves Deep State Dependencies. A valid
execution relies on pre-existing storage states that cannot be derived
from the function arguments alone. The campaignId input acts
as a lookup key for a stored Campaign struct, composed of six
distinct fields that must be initialized via a separate create trans-
action. These fields allow for valid states (e.g., campaign.end >
block.timestamp) that are governed by implicit business rules,
creating a dependency chain that stateless or shallow-state fuzzers
struggle to reconstruct.

Finally, the function enforces extensive parameter validation
through sequential require statements. These checks act as “hard”
filters: unless the fuzzer simultaneously satisfies the Merkle proof
integrity and the campaign state constraints, the transaction reverts
immediately. This reduces the effective input space to a narrow mani-
fold, causing standard fuzzers to get stuck in shallow execution paths
without ever reaching the core accounting logic where vulnerabilities
typically reside.

Listing 1: Hedgey Finance Example
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require (verify (campaign.root, proof, msg.
sender, claimAmount), 'l!eligible');
require (campaign.amount >= claimAmount, '

campaign_unfunded');

claimed[campaignId] [msg.sender] = true;
campaigns [campaignId].amount —-= claimAmount;
require (claimLockup.tokenLocker != address(0),

'invalid_locker');

function claimTokens (bytesl6é campaignId, bytes327]]
memory proof, uint256 claimAmount) external
nonReentrant {
require (!claimed[campaignId] [msg.sender], '
already_claimed');
Campaign memory campaign = campaigns/|[
campaignId];
require (campaign.end > block.timestamp, '
campaign_ended');

As the above analysis shows, traditional fuzzers struggle to syn-
thesize the intricate, context-dependent structures required to bypass
early guards, preventing them from exploring the deep execution
paths where vulnerabilities often reside.

3.2 Balancer: Cross-Contract Calls

Balancer V2 is a decentralized exchange protocol that centralizes
liquidity management within a single Vault contract to optimize
gas efficiency. In November 2025, the protocol suffered a massive
$128 million exploit [4]. We examine the swap function in the
Vault contract to illustrate how cross-contract interactions create a
semantic gap for fuzzers. The function completes a swap by invoking
the external onSwap function of another contract through a hook-
like mechanism. While the function appears to take simple ABI
types, it acts as a dynamic dispatcher where inputs dictate control
flow across contract boundaries, presenting three distinct challenges
for input generation.

More specifically, different from the Hedgey Finance example,
where inputs are validated against internal state, the Balancer swap
function uses inputs to determine external control flow. The poolId
field within the SingleSwap struct acts as a pseudo-pointer, pack-
ing a 20-byte contract address alongside business flags into a single
bytes32 value. Traditional fuzzers, blindly mutating this field
as data, fail to construct a valid address, thereby severing the link
to the target pool contract and rendering the cross-contract logic
unreachable.

Even when a fuzzer successfully reaches the external onSwap
hook, the parameters it receives are not raw user inputs but derived
values (e.g., computed balances or scaled amounts). To correctly
exercise onSwap external call, test inputs generated for the swap
function must account for these transformations from the outset.
Such preprocessing obscures the relationship between the fuzzer’s
mutations and the callee’s input constraints, breaking the direct
input—constraint linkage. Without an explicit understanding of how
the Vault transforms inputs before forwarding them, the fuzzer
cannot deliberately target critical boundary conditions, such as the
rounding-error thresholds exploited in the incident.

Overall, existing fuzzing approaches still lack general and ef-
fective solutions for handling cross-contract interactions [39, 40],
particularly in terms of constructing address-related parameters and
reasoning about parameter mappings and semantic transformations
between callers and callees.

Listing 2: Balancer Example

function swap (
SingleSwap memory singleSwap,
FundManagement memory funds,
uint256 limit,
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uint256 deadline

in (simplified

WithPool -> pool.onSwap (

IPoolSwapStructs.SwapRequest memory

poolRequest;
poolRequest.poolId = singleSwap.poolId;
. // £ill tokenIn/out, pool address, etc.
pool.onSwap (poolRequest, ...) // external
call

}

4 Method

We design an LLM-agent-based analysis framework that operates
alongside an existing coverage-guided smart contract fuzzer (Ity-
fuzz [28]) without modifying its core mutation loop. It extracts
implicit semantics from source code and runtime traces, convert-
ing them into machine-actionable artifacts—specifically, structured
seeds and prerequisite call sequences—that enable the fuzzer to
penetrate complex logic and deep state dependencies.

The framework comprises three coupled components, as shown

in Fig. 1:

o Context Analyzer (Sec. 4.1): Statically identifies inter-contract call
sites and infers the constraints necessary to trigger cross-contract
interactions. This process happens before fuzzing starts.

o Input Synthesizer (Sec 4.2): Generates structured, constraint-
compliant inputs through an intermediate tool-curation layer, where
the LLM composes input generators instead of directly producing
test cases.

e Feedback Handler (Sec. 4.3): Monitors execution failures (reverts)
to identify missing state preconditions and synthesizes transaction
sequences to satisfy them.

By organizing semantic reasoning as an agent framework that in-
terfaces seamlessly with existing fuzzers, our methodology preserves
the scalability and generality of traditional fuzzing while enabling
deeper exploration of semantically constrained execution paths.

4.1 Context Analyzer

A major challenge in fuzzing DeFi protocols is satisfying the strict
preconditions required to trigger cross-contract calls (Sec. 3.2). To
address this, we introduce a static analysis phase that constructs
Inter-Procedural Execution Contexts prior to fuzzing. The goal is to
recover the control flow from a caller contract to a callee and infer
the constraints required to activate this path.

Call-edge extraction. Given a set of contract source files C, we
first extract a set of cross-contract call edges & = {(featiers fealiee) }»
where each edge represents a potential inter-contract invocation from
Seailer 1O feaitee inferred from static call structure [6] (e.g., interface
calls, hook-based dispatch [1, 33]). This graph serves as the skeleton
for our semantic reasoning.

Constraint Inference. For each edge (feaiters fealiee) € &, our
LLM agent infers two categories of semantic constraints:

Trovato et al.

Algorithm 1 Semantics-Guided Construction of Inter-Procedural
Execution Contexts
Require: Contract set C; LLM agent A
Ensure: Cross-contract call pairs with constraint-aware seeds #
P10
2: & « ExtractCallEdges(C)

3: for all (ﬁalleraﬁallee) €& do
Seed synthesis (Sec. 4.2)

4: xga”ee «— A.SynthesizeSeed(fzqiree, 0)

5: Raddr < A.nferAddressRules(foaiters featlee)

6: Rmap « ﬂ'InferMappingRUIes(f;aller’ﬁallee | Xgallee)
7: xga”er — ﬂ.SynthesizeSee(()i(ﬁa”eg, Raddr Y Rmap)

8: P — P U {{fealter: feallees X aller Xcallee’ Raddrs Rmap>}
9: end for

10: return P

e Dispatch Constraints R ;. refers to conditions governing target
resolution. This type of constraint focuses on parameters that de-
termine which contract or function is actually invoked at runtime.
These include explicit addresses or registry keys (e.g., pool IDs)
that determine which contract is invoked. Failure to satisfy R,qq4,
results in calls to the wrong target or zero addresses.

Data-Flow Constraints R, capture how callee arguments are
derived from caller inputs through intermediate computations
inside the caller (e.g., encoding, hashing, or correlated multi-
field constraints). These rules describe a semantic mapping from
selected caller-level fields to callee-level arguments, enabling the
fuzzer to generate caller inputs whose transformed values satisfy
callee-side preconditions.

We package the inferred constraints together with recommended
initial inputs. Concretely, we first generate a baseline callee input
xgallee (via the synthesis procedure in Sec. 4.2) as a lightweight an-
chor that helps the agent reason about argument structure and map-
ping when inferring Rmap. without additional constraints, which
serves as a lightweight reference for the downstream input-construction
component. We then generate a caller input xgal . under the joint
constraint set Ragar U Rimap-

The final output is (ﬁ‘alleraﬂallee) Xgaller’ Xgallee’ Raddra Rmap)’ a
context record which guides the downstream mutation engine. Algo-
rithm 1 details the complete extraction procedure. The framework
preserves compatibility with existing fuzzers while providing se-
mantically meaningful constraints that improve the probability of
passing guarded checks and exploring deep inter-procedural paths.

le

4.2 Input Synthesizer

Complex entry points often require nested structs or dynamic types
coupled by implicit logical constraints. As a result, naive ABI-aware
mutation often fails early at guard checks and remains trapped in
shallow execution regions [12, 21]. To bridge this gap, we design a
synthesis component that translates high-level semantic rules into
executable, type-safe inputs.

Synthesis Formulation. Given a target function under test f, this
component takes as input (f, R, T, €), where: (i) f includes the target
function’s source code, ABI, and relevant metadata; (ii) R is a set
of synthesis rules, where R = Rerx U Ryar U Rrop U Ry, with
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Figure 1: Overview Figure of Proposed Method

details shown below; (iii) I' optionally provides the fuzzing EVM
context (e.g., block parameters, available sender/address pools, and
deployment addresses); (iv) € is optional failure feedback from a
previous attempt (e.g., script exceptions or ABI validation errors).
The proposed component outputs a structured argument vector x°
and its ABI-encoded calldata calldata(f,x?), or a structured failure
reason if synthesis cannot succeed.

Specifically, we organize R into four groups to make the synthesis
process modular and extensible:

o Context rules R, Derived from Sec. 4.1, enforcing inter-procedural

consistency. More specifically, Rerx = Raddr U Rimap

e Validity rules R,,;, ensuring that generated arguments are type-
correct and likely to pass early guards. This group includes (a)
guard-satisfaction rules (e.g., require predicates), (b) ABI con-
formance rules for all fields including nested structs, and (c)
dynamic-type construction rules for values involving dynamic
fields (e.g., bytes and dynamic arrays).

o Robustness rules R, improving reliability across repeated gen-
erations. This category includes guidelines for mitigating non-
determinism, managing dependencies, and incorporating excep-
tions or invalid cases identified in prior runs.

e Dynamic feedback rules R fbs derived from runtime feedback
(Sec. 4.3). These rules encode actionable constraints or guidance
extracted from revert reasons and execution traces.

After instantiating the generation rules, the next step is to synthe-
size concrete test inputs. Rather than generating inputs from scratch
in a single pass, we adopt an LLM-driven tool construction approach
inspired by program-aided synthesis [8, 25]. Directly prompting
LLM:s to emit complex JSON objects often leads to syntax errors
or type mismatches; instead, the agent constructs a self-contained
input-generation tool that produces the input x,. We chose Python
as the language to build the tool.

We demonstrate the prompt used in tool construction at Script 1,
the agent produces a single self-contained Python script that outputs
the seed input x° for function f. The script is subsequently exe-
cuted by an executor. The result is then checked by an independent
validator, which ensures ABI type conformance and encodes the
arguments to obtain calldata( f, x°). If execution or validation fails,
the error is summarized as structured feedback e and used to steer
regeneration under the robustness rules R,,p.

Script 1: Prompt for Script-Based Seed Synthesis

Prompt

Generate a single Python script that constructs a seed input for function
<Function>.

Inputs:

<Contract artifacts, e.g. ABI, code>

<Fuzzing EVM context>

<Optional failure information>

Restrictions:

<Applicable rules>

==truncated==

Response

“python

==truncated==

4.3 Feedback Handler

Modern smart contracts often enforce transaction validity through
extensive require checks, either explicitly or implicitly via state-
dependent conditions. When such checks fail, execution immediately
revert, causing coverage-guided fuzzing to remain trapped in shal-
low paths and preventing exploration of deeper business logic [35].
In this section, we present a runtime-feedback-driven guidance strat-
egy: during fuzzing, we leverage runtime feedback to infer the reason
for failure and the missing preconditions, and accordingly adjust
both input mutation directions and execution scheduling to in-
crease the probability of crossing guards and reaching deeper paths.
More specifically, our proposed strategy includes a State-Dependent
Failure Localization process followed by a Prerequisite Call Se-
quence Construction. Finally, the sequence will be injected into the
fuzzers’ schedule through Adaptive Scheduling Loop.

State-Dependent Failure Localization. When a fuzzing transac-
tion reverts, the proposed framework captures the failure context T',
comprising the revert reason, the input arguments, and the source-
mapped execution trace. While the revert reason provides a high-
level semantic hint, the execution trace is critical for precise lo-
calization. Concretely, we leverage the compiler-provided runtime
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srcmap to map each executed opcode back to a source location,
thereby projecting the raw opcode-level trace onto source-level state-
ments. Unlike prior uses of srcmap that mainly target coverage
accounting or interactive debugging, we further normalize these
mappings into a readable trace: (i) we remove redundant entries
caused by EVM-level loops and repeated basic-block execution, and
(i1) because srcmap often points to coarse-grained code ranges
(e.g., an entire block or compound statement) rather than a single
line, we additionally de-duplicate overlapping or identical source
ranges to avoid inflating the trace with block-level repetitions. With
this cleaned source-mapped trace, we identify the exact guard (e.g., a
require statement) that triggered the revert and, more importantly,
pinpoint the specific state variable read along that guard path that is
responsible for the blockage.

Prerequisite Sequence Inference. Once the blocking state depen-
dency is identified, the agent searches the contract’s interface for
"setter" functions capable of modifying that state. It then constructs
a prerequisite sequence S designed to transition the EVM into a valid
state:

S= <(91,Xg1): (g2 xgz)a cees (gk:xgk)’ (f X}));

where g1, ..., gk are prerequisite functions used to establish or
repair the required state, and the last element is the retry of the
original target function f. This sequence is scheduled with high
priority by the fuzzer, so that state changes induced by (g, ..., gx)
increase the likelihood that the subsequent retry of f can pass the
previously failing checks and explore deeper logic.

This method does not construct final arguments directly. Instead,
it turns the feedback-derived rules Ry into rule constraints, and
delegates the synthesis procedure described in Sec. 4.2. Concretely,
for each prerequisite function g; and the final retry of f, we invoke
SynthesizeSeed to generate executable inputs x,, and x’.. We
then execute (g1, . . ., g ) in order to establish the ideal state, followed
by executing f (x}).

Adaptive Scheduling Loop. The generated sequence S is injected
into the fuzzer’s schedule with high priority. The execution of g;__«
mutates the persistent blockchain state, increasing the probability
that the subsequent retry of f will bypass the previously failed guard.
If the sequence S still fails, the new execution trace is fed back into
I'. This creates a closed-loop refinement process where the agent
iteratively adjusts both the prerequisite function order and their
arguments until the guard is successfully penetrated.

44 Summary

Our framework functions as an intelligent “sidecar” that operates
in parallel with the coverage-guided fuzzer. The interaction is de-
signed to be asynchronous and demand-driven: the fuzzer performs
its standard mutation loop on the corpus, while the LLM agent
is invoked primarily during two distinct phases. Initially, before
the fuzzing campaign begins, the agent performs a one-time static
analysis to seed the corpus with structurally valid transactions and
cross-contract contexts.

During the active fuzzing phase, the fuzzer invokes the LLM
agent only when it encounters specific execution barriers that resist
standard mutation. Specifically, when a transaction reverts due to a
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state-dependent check or fails to penetrate a guarded path after re-
peated attempts (i.e., reaching coverage plateaus), the fuzzer pauses
for that input and offloads the execution trace to the agent. The agent
then diagnoses the failure, synthesizes the necessary prerequisite
call sequence or argument adjustment, and injects the new seed back
into the fuzzer’s priority queue.

5 [Evaluation

This section evaluates the efficacy of the proposed LLM-sidecar
framework in resolving semantic barriers that impede traditional
fuzzing. Given the diversity of DeFi architectural patterns, we adopt
a two-pronged evaluation methodology. First, we assess the frame-
work’s ability to penetrate internal semantic guards using quanti-
tative coverage metrics on standard contract deployments. Second,
we employ a qualitative, case-driven approach for complex contract
involving cross-contract call

We structure our evaluation around three research questions (RQs),
each targeting a distinct aspect of the proposed sidecar design:

e RQ1: Can the LLM-sidecar help a coverage-guided fuzzer
bypass complex internal semantic guards? We resolve this by
comparing instruction and branch coverage metrics against the
baseline fuzzer, measuring the agent’s ability to penetrate deep
logic (e.g., nested structures and state preconditions) reachable
only through semantic guidance.

e RQ2: Can the framework successfully resolve cross-contract
dependencies in complex deployment scenarios? We address
this via qualitative case studies on two real-world contract inter-
actions to explore whether the proposed framework can resolve
deployment constraints and exercise deep cross-contract interac-
tions.

5.1 Experiment Settings

Fuzzing Targets. We select four complex, real-world contracts as
our initial evaluation targets, as shown in Table 1. These contracts ex-
hibit strong semantic constraints on inputs—such as nested structure
validation and cross-contract state dependencies—which typically
cause conventional fuzzers to revert early and remain trapped in
shallow execution regions.

Evaluation Strategy. We structure our evaluation into two dis-
tinct phases due to the varying deployment complexities of the
targets.

o Quantitative Coverage Analysis: We utilize MoonHacker [22]
and FiatTokenV2 [7] for our instruction and branch cover-
age benchmarks. These contracts can be deployed using standard
patterns, allowing for a fair, automated comparison of code explo-
ration capabilities between the baseline and our method.

e Exploratory Case Study: We select cross-contract interaction be-
tween BunniHookV2[2] and UniswapV4[33] as a representa-
tive qualitative case study. Notice that it is hard to leverage existing
fuzzers to test them directly. This is because UniswapV4 archi-
tecture departs from standard contract deployments by enforcing
strict hook constraints: hook permissions (e.g., beforeSwap)
are encoded directly into the contract address through a bitmask [32].
As a result, valid hooks can only be deployed at addresses with
specific leading bits, which must be obtained via computationally
expensive address mining using CREATEZ2. Existing fuzzing tools
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such as ItyFuzz do not natively support this cryptographic deploy-
ment constraint. To evaluate our method under these realistic yet
tool-challenging conditions, we manually deploy the contracts
using pre-mined addresses and conduct controlled case studies.
Through this study we aim to explore our agent’s effectiveness in
reasoning about and resolving complex cross-contract logic that
remains inaccessible to fully automated testing tools.

Table 1: Contract summary

Contract Deployed Total Lines Attack Date Loss
MoonHacker 2024-12-11 1317 2024-12-13  $320k[27]
FiatTokenV2 2024-01-02 2633 - -
UniswapV4 2025-01-23 2527 - -
BunniHookV2  2025-06-11 8918 2025-09-02  $2.4M[24]

Environment. All experiments are conducted on Ubuntu 22.04.
The LLM component uses ChatGPT with the GPT-5-mini model [23].

Experimental Procedure. For RQ1, we run fuzzing on each
smart contract for one hour. We use Ityfuzz [28] as the baseline
and enable our method on top of it, without modifying the fuzzer’s
core mutation loop. We primarily report source-level code coverage
changes.

5.2 Results

5.2.1 RQ1: Can the LLM-sidecar help a coverage-guided
fuzzer bypass complex internal semantic guards? To answer
this question, we first analyze the quantitative improvements in
code coverage, followed by a detailed examination of the specific
semantic barriers that our agent resolved.

Coverage Analysis. Table 2 summarizes the instruction and branch
coverage achieved by our method compared to the baseline ItyFuzz.
In MoonHacker, our approach achieved a significant improve-
ment, increasing instruction coverage by 10.18% (from 31.49%
to 41.67%) and branch coverage by 7.59%. This substantial jump
confirms that the agent successfully unlocked large sections of busi-
ness logic that were previously unreachable due to input-format
guards. In Fiat TokenV2, we observe a more modest numerical
increase in instruction coverage. However, as detailed in the case
study below, this marginal gain represents the penetration of a hard
state-dependent guard (t ransferFrom) that standard fuzzers con-
sistently fail to exercise due to missing prerequisite state setup.

Case Study 1: MoonHacker (Complex Input Structures). The
MoonHacker protocol (Show in Listing 3) serves as a prime exam-
ple of vulnerabilities guarded by complex input decoding. The entry
point executeOperation accepts a generic dynamic parameter
bytes params, whichis immediately decoded via abi . decode
into three semantically distinct fields.

Listing 3: MoonHacker
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Table 2: Comparison of Instruction and Branch Coverage be-
tween ItyFuzz and Our Method.

Contract Instruction Cov. (%) Branch Cov. (%)

ItyFuzz Ours

MoonHacker  31.49 41.67 41.29 48.88
FiatToken 80.63 81.33 65.24 66.17

ItyFuzz ~ Ours

(SmartOperation operation, address mToken,
uint256 amountToSupplyOrReedem) = abi.decode (
params, (SmartOperation, address, uint256));

IERC20 (token) .approve (mToken,
totalSupplyAmount) ;

In our baseline experiments, ItyFuzz failed to reach the post-
decode region, as random byte-level mutations rarely satisfy the
specific structure required by abi.decode. Our method over-
came this by invoking the script-based Input Synthesizer. The LLM
agent initially generated a script that failed due to an encoding
mismatch However, guided by the robustness rules R,,p, the agent
self-corrected the schema in a second attempt. The resulting script
successfully constructed the tuple components and ABI-encoded
them, enabling the fuzzer to pass the decoding barrier and explore
the subsequent approve logic. This demonstrates that script-based
synthesis is essential for crossing structural semantic gaps that block
standard fuzzers.

Listing 4: Script for MoonHacker

encoded_params_bytes = encode (
["uint8", "address", "uint256"],
[operation_uint8, mtoken_address,

amount_to_supply_or_redeem],

)

params_hex = "0x" + encoded_params_bytes.hex ()

Case Study 2: FiatTokenV2 (State-Dependent Preconditions). We
use FiatTokenV2 to illustrate the agent’s ability to resolve hard
barriers where valid inputs depend on the contract’s global state
rather than just argument structure. The function t ransferFrom
enforces a strict allowance check:

Listing 5: FaitTokenV2

function executeOperation (

bytes calldata params
) external returns (bool) {

function transferFrom(

address from,
address to,
uint256 wvalue

) oo q

require (
value <= allowed[from] [msg.sender],
"ERC20:_transfer_amount_exceeds_allowance"

)i
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In baseline runs, execution consistently reverts at this guard be-
cause the fuzzer treats t rans ferFrom as an isolated transaction,
failing to recognize the causal dependency on a prior approve
call. Our Feedback Handler (Sec. 4.3) analyzed the revert trace and
localized the blockage to the allowed[from] [msg.sender]
state variable. It then inferred a prerequisite interaction sequence:

’

S = ((approve, Xapprove), (transferFrom, xtmnsferme»,

where the first call establishes sufficient allowance and the second
call retries the original target function. This case demonstrates that
our method can leverage revert feedback to improve the fuzzer’s
ability to pass guarded checks.

5.2.2 RQ2: Can the framework successfully resolve cross-
contract dependencies in complex deployment scenarios?
We evaluate cross-contract effectiveness using the interaction be-
tween UniswapV4 and BunniHookV2. Unlike its predecessors,
Uniswap V4 adopts a modular architecture where the core PoolMan-
ager delegates custom functionality to external contracts known as
Hooks. BunniHookV?2 is one such extension that implements the
beforeSwap callback to enforce liquidity logic prior to a trade.
Consequently, whenever a user calls swap on the manager, the pro-
tocol attempts to dispatch execution to the be foreSwap function
of the registered hook. However, this interaction is strictly guarded:
the PoolManager validates the hook’s permissions by checking if
its address satisfies a specific bitmask flag (as shown in the trace
below).

In our experiments, the Context Analyzer identified the depen-
dency pair (swap,beforeSwap). Crucially, it detected that the
execution path to the hook is guarded by a bitwise validation on
the hook’s address. Following Algorithm 1, the framework inferred
the dispatch constraint R ,44,, which forced the Input Synthesizer to
mine a valid contract address (via CREATE?2 salt prediction) rather
than using a random address.

The execution trace in Listing 6 confirms the efficacy of this
approach. At line 337 of Hooks.sol, the protocol verifies the
permission flag (uint160 (address) & flag). While a stan-
dard fuzzer would fail here and return early, our agent-synthesized
inputs satisfy this check, allowing the low-level dispatch at line
132 to succeed. The trace explicitly shows the context switch to
BunniHook (Step 4) and the subsequent penetration into deep
logic (BunniHookLogic, line 152), confirming that the sidecar
successfully resolved both the cryptographic deployment constraints
and the cross-contract data flow.

Listing 6: Execution trace showing successful cross-contract
dispatch from Uniswap V4 to BunniHook.

Trovato et al.

switch to contract/library -> BunniHook depth 5

# 5. EXECUTION: Passing internal guards and reaching logic

src/base/BaseHook.so0l:20 if (msg.sender != address(poolManager
) e

src/BunniHook.sol:538 BunniHookLogic

src/lib/BunniHookLogic.sol:152 env.hub.poolState (id)

# 1. PoolManager prepares to call the hook
src/libraries/Hooks.so0l:255 callHook (self, abi.encodeCall (IHooks.
beforeSwap, ...))

# 2. VALIDATION: Checking if hook address has correct permissions
# (A random address from standard fuzzing would fail here)
src/libraries/Hooks.so0l:337 uintl60 (address(self)) & flag

# 3. DISPATCH: Low-level assembly call
src/libraries/Hooks.so0l:132 assembly ("memory-safe") {
success := call(gas(), self, 0, add(data, 0x20), mload(data),
0, 0)
}

# 4. CROSS-CONTRACT SUCCESS: Context switches to BunniHook

6 Discussion

We position the Intelligent Sidecar as the initial step toward a mature,
agent-centric security analysis pipeline. While our current results
demonstrate the efficacy of injecting semantic guidance into the
fuzzing loop, we identify two critical directions for future develop-
ment to fully realize this paradigm shift.

Large-Scale Empirical Benchmarking. Our current evaluation
focused on deep, qualitative case studies to validate the core sidecar
mechanism. To establish the generalizability of this approach, future
work should expand to large-scale empirical experiments (e.g., on
Verite [16] and SC-Bench [38]). A broader dataset will allow us to
rigorously quantify the trade-offs between LLM inference costs and
coverage gains.

Towards an LLM-Centric Architecture. The presented frame-
work operates as a sidecar, where the fuzzer drives execution, and
the agent assists. We envision the mature evolution of this pipeline as
an inversion of control: an LLM-centric architecture where the agent
serves as the primary orchestrator, planning high-level attack vectors
and state transitions. In this future work, the fuzzing engine would
function purely as a specialized tool invoked by the agent to validate
specific constraints or generate raw byte-level mutations. We con-
sider the analysis framework proposed in this paper as the necessary
first step towards this autonomous, intelligent testing ecosystem.

7 Conclusion

In this paper, we introduced a method to inject semantic reasoning
into the fuzzing loop without sacrificing the throughput of coverage-
guided engines. By positioning the LLM agent as an asynchronous
“sidecar” rather than a direct replacement for the mutation core, our
framework achieves a balance between scalability and depth. The
agent operates in a demand-driven manner, intervening only when
the fuzzer encounters specific execution barriers, such as complex
input structures or state-dependent guards. This design allows the
system to preserve the efficiency of bit-level mutation while utiliz-
ing high-level semantic intelligence to resolve execution-blocking
constraints. We position this implementation as an initial step to-
ward a broader, agent-centric testing architecture. While the current
framework utilizes the agent to augment the fuzzer, future work
can explore inverting this relationship, positioning the agent as the
primary orchestrator that strategically deploys the fuzzing engine as
a specialized validation tool.
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